
•  What	is	the	temporal	structure	of	visual	
information	in	infant-perspective	scenes?	

•  Instances	of	visual	properties	are	nested	units	of	
information,	e.g.,	objects	are	in	hands,	hands	are	
attached	to	bodies,	bodies	are	in	the	environment.		
•  This	is	similar	to	nested	information	in	

language:	letters	are	nested	in	words,	words	
are	nested	in	phrases,	phrases	are	nested	in	
sentences	and	so	on.	

	
	

•  What	is	the	temporal	structure	of	the	nested	units	of	
visual	properties?	
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Introduction	

Method	
•  27	participants	aged	0-12	months	
•  Light-weight	head-mounted	

cameras	(up	to	6	recording	hours)	
•  Video	downsampled	to	.2Hz	

Frame	Coding	
•  For	each	frame,	coded	for:	

Body	

or	

Hand	 Hand	with	
	no	object	

Hand	with	object	

Face	

Results	

What	is	burstiness?	

Face:Near(<3ft)	 Face:Far(>3ft)	

Hand	 Face	 Body	

Average	Event	Count:	
231.25	

Average	Event	Count:	
226.18	

Average	Event	Count:	
365.81	

Discussion	
•  Visual	information	has	‘bursty’	temporal	

structure	and	NOT	periodic	or	Poisson	(i.e.,	
independent).	

•  Hypothesis:	More	bursty	temporal	structure	
(e.g.,	Hand	with	object)	relates	to	higher-level	
units	of	meaning?		

	

or	

Face:	
Near(<3ft)	

Face:	
Far(>3ft)	

Hand	with		
no	object	

Hand	with	
	object	

for example videos and corresponding 1/5 Hz scenes) leading to a
total of 103,383 coded scenes. Sampling at 1/5 Hz should not be
biased in any way to faces or hands and appears sufficiently dense
to capture major regularities: First, a coarser sampling of scenes at
1/10 Hz yielded the same reliable patterns reported below. Second,
a sampling of a different set of scenes (72,000 frames) at 1/5 Hz
using new starting points was partially recoded and yielded no
reliable differences in the reported patterns (see also Jayaraman
et al., 2015).

Each sampled scene was coded by four naïve coders who saw
the scenes in a randomly ordered presentation and were asked,
in separate passes, one question answerable with ‘‘yes” or ‘‘no”:
whether there was a human face present or whether there was a
hand present. Coders were instructed to indicate ‘‘yes” if there
was whole face or hand or if there was a clearly identifiable part
of a face or part of a hand. A scene was defined as ‘‘reliably coded”
if at least three coders gave the same answer – that is, three ‘‘yes”
responses or three ‘‘no” responses (Faces = 96.5%, Hands = 94.75%);
thus, a scene was categorized as containing a face or hand if at least
three of four coders had affirmed the presence of the queried
entity. Note that three-of-four is a criterion; all the data that con-
tribute to main findings received the same judgment from at least
three naïve and independent coders. Scenes that contained a hand
were subsequently coded by four independent and naïve coders
using the same three out of four agreement criterion, again with
either at least three ‘‘yes” or at least three ‘‘no” judgments defining
reliable coding. The four hand measures, coded in separate passes,
were: the hand in the scene was the infant’s own hand (99.75%
reliably coded), the hand in the scene was touching something
(89.08% reliably coded), the hand in the scene was holding onto
something (86.36% reliably coded), and the hand in the scene
was holding a small, carry-able object (95.48% reliably coded).

3. Results

Each infant’s data consists of a set of scenes (M = 3041,
SD = 1265). Thus, there are on average about 3000 data points
per subject and all data are reported in terms of the individual par-
ticipant. The principal analyses use linear regression to examine
whether the frequency of faces and hands in these scenes change
as function of age. As indexed by the presence of a face or hand,
a person appeared in roughly one-quarter of the captured scenes
(.27) and this did not vary with age (r(32) = .04, n.s). That is, people
were just as likely to be in view (with a face and/or hand) for the
youngest and oldest infants. The results that follow, therefore,
are not due to the differential presence of other people in younger
and older infants’ scenes.

The hypothesis is that the likelihood of the two body parts in
these scenes changed systematically with age. As predicted and

as shown in Fig. 2, faces were more frequent in the scenes captured
from the youngest infants and declined with age (linear trend:
F(1,32) = 10.73, p < .005, Fig. 2a). By contrast, the frequency of
hands increased with age (linear trend: F(1,32) = 26.11, p < .001,
Fig. 2b). The relative frequency of faces and hands within the
scenes captured from individual infants also showed an orderly
transition from ‘‘relatively more faces” to ‘‘relatively more hands”
(delta score: proportion faces minus proportion hands; linear
trend: F(1,32) = 55.05, p < .001, Fig. 2c). Fig. 2c shows that the
age-related decline in faces and the age-related increase in hands
leads to an early period in which faces are dominant, a later period
in which hands are dominant, and a middle period in which faces
and hands are both more similarly prevalent.

The orderliness of this transition is notable given that these sce-
nes were sampled from several hours of everyday activities of dif-
ferent infants with no constraints on those activities. Thus, the
findings may indicate a systematic transition in the contents of
visual experiences, a transition in the datasets for statistical
learning.

The hands captured in these infant-perspective scenes were
overwhelmingly the hands of other people (.92 of all scenes with
hands) and did not vary by age, r(30) = .15, n.s., excepting one out-
lier, a two-year-old, whose frequency of own hands exceeded 4 SD
above the group mean. Hands were touching (.76 of scenes with
hands) or holding (.48 of scenes with hands) something and this
key property of hands acting-on-objects also did not vary by age:
touching r(31) = .15, n.s.; holding r(31) = .16, n.s.; note that data
from one infant who was three weeks old, an age at which faces
dominate, did not contribute to these and subsequent analyses
because no hands appeared in her scenes. Because hands were
much more frequent in infant-perspective scenes at older than at
younger ages, and because these hands were typically in contact
with objects, the changing contents of visual scenes may be under-
stood as a developmental shift from data about faces to data about
manual actions on objects.

This developmental segregation of visual scenes with faces ver-
sus those with hands does not necessarily imply that they are com-
pletely segregated in experience (see Libertus & Needham, 2011;
Slaughter & Heron-Delaney, 2011). Although there were very few
hands in the head-camera scenes of the youngest infants, the
hands they did see may be spatiotemporally proximal to faces.
To test this possibility, we measured whether the presence of a
hand (infrequent for young infants) signaled the presence of a face
in that same scene or in a temporally nearby scene. More specifi-
cally, each infant’s sampled (at 1/5 Hz) head-camera scenes were
assembled into their real time order (Fig. 3a). For each scene in this
stream that contained a hand, the nearest scene that contained a
face was identified. The proportions of hands that occurred with
a face simultaneously, within five seconds of a face or within ten
seconds are shown in Fig. 3b. For very young infants, hands

Fig. 1. Example streams of 15 seconds of continuous recording (left: faces; right: hands) sampled at 1/5 Hz from (A) 6-week-old, (B) 31-week-old, (C) 53-week-old, (D) 102-
week-old.
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Average	Event	Count:	
158.11	
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147.11	
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165.50	
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lations for different encodings (reported in ref. 16). In order to
clarify these points we use mappings f that avoid the introduction
of spurious correlations. Inspired by Voss (11) and Ebeling et al.
(17, 18)* we use fα’s that transform the text into binary sequences
x by assigning xk ¼ 1 if and only if a local matching condition α is
satisfied at the k-th symbol, and xk ¼ 0 otherwise (e.g., α ¼ k-th
symbol is a vowel). See SI Text, Mapping Examples for specific
examples.

Correlations and Burstiness. Once equipped with the binary se-
quence x associated with the chosen condition α we can investi-
gate the asymptotic trend of its CxðtÞ. We are particularly
interested in the long-range correlated case

CxðtÞ ≔ hxjxjþti − hxjihxjþti ≃ t−β; 0 < β < 1; [2]

for which ∑∞
t¼0 CðtÞ diverges. In this case the associated random

walker XðtÞ ≔ ∑t
j¼0 xj spreads super-diffusively as (11, 27)

σ2
X ðtÞ ≔ hXðtÞ2i − hXðtÞi2 ≃ tγ; γ ¼ 2 − β: [3]

In the following we investigate correlations of the binary
sequence x using Eq. 3 because integrated indicators lead to more
robust numerical estimations of asymptotic quantities (1, 10, 11,
17). We are mostly interested in the distinction between short-
ðβ > 1; γ ¼ 1Þ and long- ð0 < β < 1; 1 < γ < 2Þ range correla-
tions. We use normal (anomalous) diffusion ofX interchangeably
with short- (long-) range correlations of x.

An insightful view on the possible origins of the long-range cor-
relations can be achieved by exploring the relation between the
power spectrum SðωÞ at ω ¼ 0 and the statistics of the sequence
of inter-event times τi’s (i.e., one plus the lengths of the cluster of
0’s between consecutive 1’s). For the short-range correlated case,
Sð0Þ is finite and given by (28, 29):

Sð0Þ ¼ σ2
τ

hτi3
ð1þ 2

∑

k

CτðkÞÞ: [4]

For the long-range correlated case, Sð0Þ → ∞ and Eq. 4 identifies
two different origins: (i) burstiness measured as the broad tail of
the distribution of inter-event times pðτÞ (divergent στ); or (ii)
long-range correlations of the sequence of τi ’s (not summable
CτðkÞ). In the next section we show how these two terms give
different contributions at different linguistic levels of the
hierarchy.

Hierarchy of Levels. Building blocks of the hierarchy depicted in
Fig. 1 are binary sequences (organized in levels) and links

between them. Levels are established from sets of semantically
or syntactically similar conditions α’s (e.g., vowels/consonants,
different letters, different words, different topics)†. Each binary
sequence x is obtained by mapping the text using a given fα,
and will be denoted by the relevant condition in α. For instance,
prince denotes the sequence x obtained from the matching con-
dition α : skþ7

k ¼ “prince”. A sequence z is linked to x if for all
j’s such that xj ¼ 1 we have zjþr 0 ¼ 1, for a fixed constant r 0. If
this condition is fulfilled we say that x is on top of z and that x
belongs to a higher level than z. By definition, there are no direct
links between sequences at the same level. A sequence at a given
level is on top of all the sequences in lower levels to which there is
a direct path. For instance, prince is on top of e which is on top
of vowel. As will be clear later from our results, the definition of
link can be extended to have a probabilistic meaning, suited for
generalizations to high levels (e.g., “ prince ” is more probable to
appear while writing about a topic connected to war).

Moving in the Hierarchy. We now show how correlations flow
through two linked binary sequences. Without loss of generality
we denote x a sequence on top of z and y the unique sequence on
top of z such that z ¼ xþ y (sum and other operations are per-
formed on each symbol: zi ¼ xi þ yi for all i). The spreading of the
walker Z associated with z is given by

σ2
ZðtÞ ¼ σ2

X ðtÞ þ σ2
Y ðtÞ þ 2CðXðtÞ; Y ðtÞÞ; [5]

where CðA; BÞ ¼ hABi − hAihBi is the cross-correlation. Using
the Cauchy-Schwarz inequality jCðXðtÞ; YðtÞÞj ≤ σX ðtÞσY ðtÞ we
obtain

σZðtÞ ≤ σX ðtÞ þ σY ðtÞ: [6]

Define x̄, as the sequence obtained reverting 0 ↔ 1 on each of
its elements x̄i ¼ 1 − xi. It is easy to see that if z ¼ xþ y then
x̄ ¼ z̄þ y. Applying the same arguments above, and using
that σX ¼ σX̄ for any x, we obtain σX ðtÞ ≤ σZðtÞ þ σY ðtÞ and
similarly σY ðtÞ ≤ σZðtÞ þ σX ðtÞ. Suppose now that σ2

i ≃ tγi with
i ∈ fX; Y; Zg. In order to satisfy simultaneously the three in-
equalities above, at least two out of the three γi have to be equal
to the largest value maxifγig. Next we discuss the implications of
this restriction to the flow of correlations up and down in our
hierarchy of levels.

Up. Suppose that at a given level we have a binary sequence z with
long-range correlations γZ > 1. From our restriction we know
that at least one sequence x on top of z, has long-range correla-
tions with γX ≥ γZ. This implies, in particular, that if we observe
long-range correlations in the binary sequence associated with a
given letter then we can argue that its anomaly originates from
the anomaly of at least one word where this letter appears, higher
in the hierarchy‡.

Down. Suppose x is long-range correlated γX > 1. From Eq. 5 we
see that a fine tuning cancellation with cross-correlation must
appear in order for their lower-level sequence z (down in the hier-
archy) to have γZ < γX . From the restriction derived above we
know that this is possible only if γX ¼ γY , which is unlikely in
the typical case of sequences z receiving contributions from
different sources (e.g., a letter receives contribution from differ-
ent words). Typically, z is composed by n sequences xðjÞ, with
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Fig. 1. Hierarchy of levels at which literary texts can be analyzed. Depicted
are the levels vowels/consonants (V∕C), letters (a–z), words, and topics.

†Note that our hierarchy of levels is different from the one used in ref. 2, which is based on
increasingly large adjacent pieces of texts.

‡A sequence x of a word containing the given letter is on top of the sequence z of that
letter. If z is long range correlated (lrc) then either x is lrc or y is lrc. Being finite the number
of words with a given letter, we can recursively apply the argument to y and identify at
least one lrc word.
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for example videos and corresponding 1/5 Hz scenes) leading to a
total of 103,383 coded scenes. Sampling at 1/5 Hz should not be
biased in any way to faces or hands and appears sufficiently dense
to capture major regularities: First, a coarser sampling of scenes at
1/10 Hz yielded the same reliable patterns reported below. Second,
a sampling of a different set of scenes (72,000 frames) at 1/5 Hz
using new starting points was partially recoded and yielded no
reliable differences in the reported patterns (see also Jayaraman
et al., 2015).

Each sampled scene was coded by four naïve coders who saw
the scenes in a randomly ordered presentation and were asked,
in separate passes, one question answerable with ‘‘yes” or ‘‘no”:
whether there was a human face present or whether there was a
hand present. Coders were instructed to indicate ‘‘yes” if there
was whole face or hand or if there was a clearly identifiable part
of a face or part of a hand. A scene was defined as ‘‘reliably coded”
if at least three coders gave the same answer – that is, three ‘‘yes”
responses or three ‘‘no” responses (Faces = 96.5%, Hands = 94.75%);
thus, a scene was categorized as containing a face or hand if at least
three of four coders had affirmed the presence of the queried
entity. Note that three-of-four is a criterion; all the data that con-
tribute to main findings received the same judgment from at least
three naïve and independent coders. Scenes that contained a hand
were subsequently coded by four independent and naïve coders
using the same three out of four agreement criterion, again with
either at least three ‘‘yes” or at least three ‘‘no” judgments defining
reliable coding. The four hand measures, coded in separate passes,
were: the hand in the scene was the infant’s own hand (99.75%
reliably coded), the hand in the scene was touching something
(89.08% reliably coded), the hand in the scene was holding onto
something (86.36% reliably coded), and the hand in the scene
was holding a small, carry-able object (95.48% reliably coded).

3. Results

Each infant’s data consists of a set of scenes (M = 3041,
SD = 1265). Thus, there are on average about 3000 data points
per subject and all data are reported in terms of the individual par-
ticipant. The principal analyses use linear regression to examine
whether the frequency of faces and hands in these scenes change
as function of age. As indexed by the presence of a face or hand,
a person appeared in roughly one-quarter of the captured scenes
(.27) and this did not vary with age (r(32) = .04, n.s). That is, people
were just as likely to be in view (with a face and/or hand) for the
youngest and oldest infants. The results that follow, therefore,
are not due to the differential presence of other people in younger
and older infants’ scenes.

The hypothesis is that the likelihood of the two body parts in
these scenes changed systematically with age. As predicted and

as shown in Fig. 2, faces were more frequent in the scenes captured
from the youngest infants and declined with age (linear trend:
F(1,32) = 10.73, p < .005, Fig. 2a). By contrast, the frequency of
hands increased with age (linear trend: F(1,32) = 26.11, p < .001,
Fig. 2b). The relative frequency of faces and hands within the
scenes captured from individual infants also showed an orderly
transition from ‘‘relatively more faces” to ‘‘relatively more hands”
(delta score: proportion faces minus proportion hands; linear
trend: F(1,32) = 55.05, p < .001, Fig. 2c). Fig. 2c shows that the
age-related decline in faces and the age-related increase in hands
leads to an early period in which faces are dominant, a later period
in which hands are dominant, and a middle period in which faces
and hands are both more similarly prevalent.

The orderliness of this transition is notable given that these sce-
nes were sampled from several hours of everyday activities of dif-
ferent infants with no constraints on those activities. Thus, the
findings may indicate a systematic transition in the contents of
visual experiences, a transition in the datasets for statistical
learning.

The hands captured in these infant-perspective scenes were
overwhelmingly the hands of other people (.92 of all scenes with
hands) and did not vary by age, r(30) = .15, n.s., excepting one out-
lier, a two-year-old, whose frequency of own hands exceeded 4 SD
above the group mean. Hands were touching (.76 of scenes with
hands) or holding (.48 of scenes with hands) something and this
key property of hands acting-on-objects also did not vary by age:
touching r(31) = .15, n.s.; holding r(31) = .16, n.s.; note that data
from one infant who was three weeks old, an age at which faces
dominate, did not contribute to these and subsequent analyses
because no hands appeared in her scenes. Because hands were
much more frequent in infant-perspective scenes at older than at
younger ages, and because these hands were typically in contact
with objects, the changing contents of visual scenes may be under-
stood as a developmental shift from data about faces to data about
manual actions on objects.

This developmental segregation of visual scenes with faces ver-
sus those with hands does not necessarily imply that they are com-
pletely segregated in experience (see Libertus & Needham, 2011;
Slaughter & Heron-Delaney, 2011). Although there were very few
hands in the head-camera scenes of the youngest infants, the
hands they did see may be spatiotemporally proximal to faces.
To test this possibility, we measured whether the presence of a
hand (infrequent for young infants) signaled the presence of a face
in that same scene or in a temporally nearby scene. More specifi-
cally, each infant’s sampled (at 1/5 Hz) head-camera scenes were
assembled into their real time order (Fig. 3a). For each scene in this
stream that contained a hand, the nearest scene that contained a
face was identified. The proportions of hands that occurred with
a face simultaneously, within five seconds of a face or within ten
seconds are shown in Fig. 3b. For very young infants, hands

Fig. 1. Example streams of 15 seconds of continuous recording (left: faces; right: hands) sampled at 1/5 Hz from (A) 6-week-old, (B) 31-week-old, (C) 53-week-old, (D) 102-
week-old.
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speech may support statistical learning of object names, and why we need to know more 
than we do about the dynamic structure of speech to children. 
	
	

	
Figure 1. Schematic description of the burstiness estimation of parent utterances. (A). 
Examples of Periodic, Poisson (random, independent), and Bursty event series of parent 
utterances. Inter-onset intervals of utterance onsets are computed for each event series. 
(B) Inter-onset interval distribution for an example event series. IOI distributions are 
submitted to the burstiness calculation. (C) The burstiness formula (cf. Goh & Barabási, 
2008) and expected burstiness values, B, for ideal Periodic, Poisson, and Bursty IOI 
distributions.  
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than we do about the dynamic structure of speech to children. 
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